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Executive Summary
This report summarizes the progress in work package WP3 of the project “Cognitive Robot for Automation of Logistic Processes” (RobLog). In this document, we
summarize the major results concerning the evaluation of suitable sensors for the
needs of the perception system of the RobLog project. Additionally, we demonstrate the progress in ongoing efforts in calibration routines for the target sensors.
The rest of this report is organized in three parts, corresponding to three major
scientific contributions:

Sensor Accuracy Evaluation
3D range sensing is an important topic in robotics, as it is a component in vital
autonomous subsystems like collision avoidance, mapping and perception. The
development of affordable, high frame rate and precise 3D range sensors is thus
of considerable interest. Recent advances in sensing technology have produced
several novel sensors that attempt to meet these requirements. This section of
the report is concerned with the development of a holistic method for accuracy
evaluation of the measurements produced by such devices.
This part of the report follows closely the article [Stoyanov et al., 2012b] and
presents an extensive evaluation of three novel depth sensors — the Swiss Ranger
SR-4000, Fotonic B70 and Microsoft Kinect. Tests are concentrated on the automated logistics scenario of container unloading. Six different setups of box-,
cylinder-, and sack-shaped goods inside a mock-up container are used to collect
range measurements. Comparisons are performed against hand-crafted ground
truth data, as well as against a reference actuated Laser Range Finder (aLRF) system. The results from this evaluation strongly suggest that the Microsoft Kinect
structured light camera has measurement accuracy, similar to that of the aLRF
system at ranges of up to 3 meters.

Application Specific Sensor Evaluation
In this part of the report, we concentrate on the evaluating the utility of 3D range
sensors, in the context of object recognition. While the previous part compared
the measurement accuracy of different sensors, this part of the deliverable takes a
more application-oriented evaluation approach. Intuitively, accuracy of the range
measurements is important for object recognition, and especially for estimating
the position and orientation of the detected objects. Nevertheless, other factors
3

and properties of the sensors, such as field of view, resolution or sample density,
may prove to be more important for the success of the object detection task. In
this part, a recently published probabilistic framework for object detection was
used as a benchmark for comparing the suitability of the target sensors to the object detection task. While this comparison is conditioned on the selected benchmark algorithm, it provides for a first step of a wider comparison, based on more
benchmark algorithms and sets a baseline for comparison for future perception
algorithms, developed within WP3.

3D Range Sensor Calibration
This part of the deliverable overviews calibration procedures for the Microsoft
Kinect structured light camera. A simple procedure for depth calibration is outlined. Next, a model for the non-systematic errors of the sensor is proposed and
initial evaluations are performed. Finally, this section discusses some filtering
procedures for improving the quality of actuated Laser Range Finder (aLRF) data.
The software calibration packages described in this part, as well as the tuned error
models will be further investigated and included in the initial software release for
WP3.
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Part I

Sensor Accuracy Evaluation
1

Introduction

In recent years, a multitude of range sensing devices have become available at
more affordable costs. Notably, 2D laser range sensors have demonstrated reliable performance and therefore have been widely used for both research and
industrial applications. As the complexity of application scenarios considered in
mobile robotics increases, so does the use of 3D range sensors. Although precise commercial 3D laser sensors are available, their prohibitively high cost has
limited their use. Actuated laser range finders (aLRF) have thus been the most
widely used 3D range sensors in the mobile robotics community. Usually aLRF
sensors utilize commercially available 2D laser sensors of high accuracy and well
known precision, resulting in a reliable measurement system. Nevertheless, aLRF
sensors have several disadvantages — the lack of commercial availability of an
integrated system, slow refresh rates on the order of 0.1Hz, a high weight and a
large number of moving parts.
Several competing sensor technologies that attempt to solve the problems of
aLRF systems have been proposed. Recently, time-of-flight (ToF) and structured
light cameras have become more available and more widely used. A recently
developed class of ToF sensors operate by emitting modulated infrared light and
measuring the phase shift of the reflected signal. Typically, ToF cameras can
deliver dense range measurements at high frame rates of up to 50Hz. Structured
light cameras can produce similar measurements, using a projected pattern that is
observed by a CCD camera with a known baseline distance. Although the ToF
and structured light sensor technologies have a lot of potential for use in mobile
robotics, both are affected by several error sources. It is thus very important to
evaluate the accuracy of these emerging sensors, compared to that of the actuated
LRF.
Over the course of development of ToF sensors, several works have evaluated
their accuracy, in the context of sensor calibration. Kahlmann [2007] proposes
several calibration routines for the SwissRanger SR-2 and SR-3000 cameras. In
order to evaluate their effect on the range measurement quality, he proposes to
scan a flat wall and compare offsets from the expected distance. Several precisely
engineered optical calibration setups, as well as a calibration track line are also
7

used. Linder et al. also use standard optical calibration setups (checkerboard images), in order to calibrate PMD ToF cameras Lindner et al. [2010] and increase
the accuracy of the depth measurements (the deviation of points on a flat wall
target is used as a performance metric). Fuchs and Hirzinger [2008] evaluate distance accuracy using a modified checkerboard pattern and a pair of ToF cameras
mounted on an industrial manipulator. Chiabrando et al. [2009] perform a comprehensive evaluation of the SR-4000 ToF camera, also using a pre-fixed optical
calibration pattern and a tilted calibration board. While these setups constitute an
important test case for ToF cameras, they do not capture the complexity of typical uncontrolled environments encountered by mobile robots. May et al. [2006]
consider several real-world environments and measure the distance to well known
objects in these setups, resulting in a more complete accuracy evaluation. Several works have also implicitly evaluated the accuracy of ToF ranging systems by
considering their utility in the context of mapping May et al. [2009], Pathak et al.
[2008], obstacle avoidance Dröschel et al. [2010] and object modeling Cui et al.
[2010].
Prior work dealing with the accuracy of ToF systems has uncovered complex
error sources. Features of the environment, such as dark textures, sharp edges,
foreground objects and distant bright objects, all introduce measurement errors in
the obtained ranges. Although investigations into structured light camera accuracy are lacking, similar complexity of the error sources can be expected. Thus,
the evaluation of both ToF and structured light cameras in strictly controlled environments and engineered test scenarios may not properly reflect on their performance in a real world setting. It is therefore important to develop a procedure
for a holistic evaluation of novel range sensing devices for the purposes of mobile
robotics applications.
This work proceeds with a description of the accuracy evaluation approach,
used over the course of this project. The approach, as well as all evaluation results
presented, have been submitted for publication [Stoyanov et al., 2012b]. Section 3 describes the test setup and evaluation environments considered. Section 4
presents an analysis of the obtained results, followed by concluding remarks.

2

Accuracy Evaluation

In order to objectively compare the performance of different 3D range sensors,
a well-defined framework is needed. It is also important to define well-formed
comparison criteria and obtain meaningful, easy to interpret statistical results.
8

The main objective of this article is to propose a method to compare the accuracy of range measurements in an uncontrolled environment, closely related to
the application scenario in which the sensors are to be used.
The information returned by 3D range sensors consists of discrete samples
from a real world environment. Due to differences in sensing methodology, position and orientation of the devices, the discrete points obtained by each sensor do
not correspond to precisely the same physical locations. Thus, a simple, per-point
distance error would not be an accurate measure of the discrepancies between
different sensors. Rather, in order to compare a test point set Pt to a reference
measurement Pr , a continuous model of the test scan M(Pt ) should be used (note
that M(X) is used to denote the spatial representation model, constructed using
the input data X). The model M should be capable of representing the occupancy
of any arbitrary point in the field of view of the sensor. Several alternative probabilistic modeling techniques could be used for constructing M. Building on the
results in spatial representation accuracy evaluation from Stoyanov et al. [2011b],
the Three-Dimensional Normal Distributions Transform (3D-NDT) was chosen
for constructing the model of the tested sensor data MNDT (Pt ).

2.1

Comparing Range Sensor Accuracy using the 3D-NDT

In order to evaluate the accuracy of a set of sensor measurements, the spatial representation evaluation procedure from Stoyanov et al. [2011b] is used in a manner, modified to reflect the needs of comparative sensor evaluation. The proposed
evaluation procedure assumes a reference 3D sensor, which produces a reference
point cloud Pr . Additionally, an evaluated 3D sensor produces a set of distance
measurements, stored in a test point cloud Pt . First, the 3D-NDT model of the
test point cloud MNDT (Pt ) is constructed. The reference point set measurements
Pr are then considered as a set of positive examples of occupied space in the environment. Next, a set of corresponding negative example points (i.e., free space
points) Qr can be generated, using Pr . For each point in Pr , a random offset of
between 3σ s and 10σ s meters along the beam direction is subtracted. The choice
of σ s , as discussed in Stoyanov et al. [2011b], can influence the scaling of the
results and hence also the discriminative power of the test. As in a large portion of
tests, an aLRF system was used as a reference, the value of σ s was chosen to be
the theoretical variance of the SICK LMS200 sensor, as reported by the manufacturer. This method of generating free space samples is consistent with the sensor
output, as each point in Qr is located between the reference sensor origin and a
corresponding reported obstacle point from Pr . Next, all points in Pr and Qr are
9

tested for occupancy, using the model MNDT (Pt ).
In a manner, similar to the one in Stoyanov et al. [2011b], the number of true
and false positives/negatives can then be calculated and plotted on a Receiver Operating Characteristic (ROC) curve. The samples in Pr , correctly labeled positive,
represent the true positives. The negatively labeled samples from Pr are false negatives. Similarly, the positively labeled points from Qr constitute false positives,
while the remaining points are true negatives. The true positive rate (tpr) can
be calculated as the number of true positives over all samples labeled positive by
the classifier (true positives and false negatives). The false positive rate ( f pr) is
defined as the number of false positives over all negatively labeled points (false
positives and true negatives).
The comparative evaluation procedure is illustrated in Figure 1. Consider the
output rays of two range sensors (Figure 1(c)) — a reference sensor in black and
a test sensor shown in green. The points from the test sensor are used to construct
a 3D-NDT model MNDT (Pt ), shown as a set of green ellipses in Figure 1(d). Next,
the rays of the reference sensor, that fall within the field of view of the test sensor,
are used to generate a set of positive and a set of negative examples (Figure 1(e))
and classified according to the tested model (Figure 1(f)). The number of true/false
positives and negatives then is used to derive the true positive rate tpr and false
positive rate f pr, resulting in a point (tpr, f pr) on a ROC plot. When using a
probabilistic occupancy model, like the 3D-NDT, every point from Pr and Qr is
assigned a probability of being occupied. Thus, depending on the cutoff threshold
tr used, a range of true/false positive rates are achievable by the model. Varying
the threshold tr therefore produces a curve on the ROC plot, signifying the range
of achievable performances of the spatial model, constructed from the points in
Pt .

3

Evaluation Methodology

Using the evaluation procedure proposed in Section 2.1, any number of sensors
can be compared against a ground truth reference scan. In this work, we consider
four different 3D range sensors, mounted on a mobile platform. The sensor setup
and sample output point sets, used in our previous work Stoyanov et al. [2011a]
are shown in Figure 2(a). For the purposes of this analysis, the setup was modified
and placed on a mobile robot, as shown in Figure 2(b).
In order to use the evaluation methodology previously presented, the output
point clouds have to be placed in a common reference system. One possible
10

Model Points

Sensor 2 (test)

Sensor 1 (reference)

(c)

(d)
Positives/Occupied

Negatives/Free

True Positives
True Negatives
False Negatives
False Positives

(e)

(f)

Figure 1: An illustration of the comparative evaluation procedure for sensor accuracy. The output of the two sensors is shown in Figure 1(c). A 3D-NDT model
of the test scan is constructed and shown in Figure 1(d). A set of positive and
negative points are generated from the reference sensor in Figure 1(e) and then
classified according to their occupancy in Figure 1(f).
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(a)

(b)

Figure 2: Sensor setup used for the presented evaluation. An actuated SICK LMS200, a SwissRanger SR-4000, a Fotonic B70 and a Microsoft Kinect camera were
all mounted on a mobile platform. The resulting point sets were registered in a
common reference system and used for evaluation.
12

Table 2:
aLRF
FOV
180◦ × 90◦
Points
∼ 190k
Max Range 8m
Frame Rate 0.1Hz

Sensor Parameters
Kinect
SR-4000
◦
◦
57 × 43 43◦ × 34◦
225k
25k
1
3.5m
5m
10Hz
35Hz

Fotonic B70
70◦ × 50◦
19k
7m
25Hz

method for extrinsic sensor calibration would be to consult the data sheets and
then precisely measure the relative displacements and orientations between the
coordinate systems, corresponding to each of the evaluated sensors. The main
disadvantages of this approach are that it lacks robustness to changing the sensor
configuration and that small errors in the orientation can be made easily, resulting
in large discrepancies of the obtained measurements. Another possible option is
the use of a calibration pattern. Due to the large amounts of noise present and low
resolution of some of the sensors, this also is not a feasible alternative. Thus, the
sensors were registered together directly using the obtained range measurements
and the 3D-NDT Distribution-to-Distribution registration algorithm, proposed by
Stoyanov et al. [2012a]. In order to ensure the best-fitting transformation between
sensors, the 3D-NDT registration was performed independently for every set of
point clouds collected, with a manual verification and removal of wrongly registered scan pairs.
Several procedures for intrinsic parameter calibration of ToF sensors have
been proposed Kahlmann [2007], Fuchs and Hirzinger [2008]. Prior work on
the SR-4000 sensor Chiabrando et al. [2009] has, however, concluded that most
of these procedures have been performed by the manufacturer and are not necessary. Notably, one of the evaluation scenarios presented (Section 4.1) could
further be used to improve the calibration parameters and internal noise models of the evaluated sensors. While such an investigation could be of interest in
correcting the internal sensor errors, it would not offer insights into environmentinduced discrepancies and will not be further pursued in the evaluation presented
in this article. Thus, an out-of-the-box testing approach was used, with no further
sensor-specific filtering or noise removal techniques employed. Factory settings
were used for all sensors, with automatic parameter estimation enabled whenever
possible. The Fotonic camera was used in 25Hz mode, with four samples used
to estimate each pixel depth and two alternating modulation frequencies. The
13

fields of view (FOV) and average data rates from each of the evaluated sensors are
summarized in Table 21 .
The aLRF data was re-constructed, using position data from a Schunk M5
PowerCube actuator, with velocity interpolation between data points. In order to
minimize timing problems and increase the density of the obtained point clouds,
the PowerCube actuator was used at the lowest speed possible — 0.1 rad/sec,
with an amplitude of 1 rad, resulting in a complete sweep every 10 seconds and
a data rate of 0.1Hz. A common error source for the SICK LMS200 and similar
laser range finders occurs at the edges of target objects. Mixed measurements
(See Tuley et al. [2005]) are caused by multiple reflections of a single laser beam
and commonly manifest as points, trailing between the background and edges
of target objects. In order to detect a given point pi as a mixed measurement,
two necessary conditions were identified. First, at mixed measurement points,
the larger point-to-neighbour angle is close to 180◦ . Second, mixed measurement
points occur close to edges, and thus the second derivative of range ri , used to
produce point pi is large. Consequently, mixed measurements in the laser data
were filtered out, when the incidence angle was above 155◦ and the second-order
range derivative was above 0.005.
Once all sensor data has been reliably registered in a common reference frame,
the accuracy of the range measurements can be evaluated. As ground truth geometrical models of uncontrolled indoor environments are generally not available,
the most crucial component of this evaluation is performed using as a reference
measurement set the point samples obtained by the actuated laser scanner. It is important to note that the major contribution of this work is precisely the comparative
sensor evaluation in uncontrolled, semi-structured environments, as described in
Section 4.2. In order to demonstrate the feasibility of using the aLRF measurements as a reference set, however, several tests in a controlled environment were
also performed (See Section 4.1 for details). Using simplified sample scenes, we
are able to manually construct a ground truth geometrical model (See 4) and use
it in the subsequent evaluation. The proposed evaluation procedure is then applied two times — once using the known ground-truth point clouds as a reference,
and once using the actuated laser range finder data. This test of the comparative
evaluation strategy in a ground-truth enabled environment was done in order to
demonstrate the validity of the proposed evaluation in an environment without a
ground truth model.
1

According to official specifications. The Kinect sensor can, in some conditions obtain (noisy)
measurements of targets at up to 7 meters.
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(a)

(b)

Figure 3: Sample point cloud output from one of the controlled environment scenarios. Four sensors produce measurements, shown in different colors in Figure 3(a) — red for the aLRF, green for the Kinect, blue for the SR 4000 and cyan
for the Fotonic B70. The ground-truth reference measurement set is shown in
white. After registration, the fields of view of the sensors are limited to include
only the overlapping areas, visible by all of the devices — Figure 3(b)

A sample output of the four test sensors considered in this work, along with
a corresponding set of ground truth measurements, are shown in Figure 3(a).
Although the sensor measurements have already been registered, differences between the point clouds still remain. Apart from the sensor-specific noise, which
is the object of this evaluation, two additional interfering factors are still present
and may influence the results of the evaluation procedure. The first source of
differences is due to the different points of view of each sensor. Combined with
occlusions by parts of the environment, this effect is difficult to model or eliminate
and can only be alleviated by constructing sensor set-ups, in which the sensors are
mounted closer to each other. The second source of differences stems from the
different fields of view of the evaluated sensors. In the example in Figure 3(a),
clearly not all of the sensors cover the full environment. This difference in FOV
can lead to a bias in the evaluation, if not properly handled. For example, if the
15

reference points (shown in white in the Figure) from top of the figure are used as
positive examples, this would provide for an unfair advantage to the aLRF sensor
(output shown in red). Thus, a restrictive approach was adopted to only select the
overlapping parts of the sensor data for evaluation, based on the expected distance
to the observed targets. An example output, after FOV adjustment, is shown in
Figure 3(b).

4

Results

As mentioned previously, two distinct sets of experiments were performed in the
context of this work. In the first set of experiments (Section 4.1), tests were performed in environments with precisely known geometrical properties. In the second part (Section 4.2), evaluations were performed relative to the actuated LRF
scanner — the sensor with the best accuracy record. Naturally, the range data
collected for the purposes of the first evaluation is used also in the second part of
this section.
In order to assess the performance of the three novel range sensing devices in
the context of the RobLog application domain, tests were performed on a set of
representative scenarios. Six distinct set-ups (Figures 4 and 6) were constructed
by placing different goods inside a 2.4 × 2.4 meter wooden container. In an attempt to cover the most typical types of industrial goods transported in a logistics
scenario (See Echelmeyer et al. [2011]), the tested goods included boxes of various size, tires and coffee sacks. The sensor acquisition platform (Figure 2(b)) was
placed at six distinct positions — starting at the front of the container and offset
by 0.5 meters. At each position, five point scans were collected by each sensor
and stored for further evaluation.

4.1

Evaluation in a Ground-Truth Enabled Scenario

Three distinct set ups, placed inside the mock-up container were used for evaluation in this section. In this scenario, only boxes and tires were used, due to
the relative ease of modeling. The three scenarios, respective rendered 3D models
(created using Blender [2012]) and sample point cloud data are shown in Figure 4.
The ROC plots, obtained using the proposed evaluation procedure are shown in
Figure 5. Each of the three graphs corresponds to the ranges of performance attained by each of the four sensors as shaded areas. Additionally, a per-point mean
squared error metric is computed for each of the evaluated scan pairs and also
16

(a) “Container 1”

(b) “Container 2”

(c) “Container 3”

(d)

(e)

(f)

(g)

(h)

(i)

Figure 4: Three setups of different stackable goods, placed in a mock-up container. The resulting data sets are labeled “Container 1” — “Container 3”. Sample photos (4(a)-4(c)), 3D model views (4(d)-4(f)), as well as sample point clouds
from all sensors (4(g)-4(i)) are shown. In the last row, point clouds are colored
as follows: aLRF — red, Kinect — green, SR4000 — blue, Fotonic B70 — cyan
and reference 3D-Model — white.
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plotted in Figure 5. The performance of the evaluated sensors on all three set-ups
is discussed in the following paragraphs.
Figures 5(a)—5(c) show the ROC curve areas associated with each of the four
sensors. As discussed previously, the performance of a 3D-NDT model MNDT (X),
constructed from a point set X, corresponds to a curve on a ROC plot. Thus, when
considering N point clouds, collected at different positions in the environment, N
ROC curves are produced by each sensor. The areas shown in Figures 5(a)—5(c)
are centered around the average of all N ROC curves, associated to each sensor.
The width of the displayed areas show one standard deviation bounds, around
the mean ROC curve for each sensor. As in the previous section, a ROC plot
shows all the attainable performances for a respective spatial models M, when
varying a threshold on the probabilistic model output. For a 3D-NDT model, as
the one used in this work, the threshold is chosen in such a way as to obtain a
performance, close to the upper-right corner of the curve. In the presented plots,
the middle of the upper-right end of each ROC area corresponds to the averagecase performance of a 3D-NDT classifier, with a threshold value of 0.01 — a
reasonable choice in a real-world 3D-NDT mapping application.
Figures 5(d)—5(f) show mean squared error (MSE) plots, over all point clouds
used in the ROC plot evaluation. Note that a total of 30 point clouds were collected by each sensor, but the number of point clouds used in the evaluation varies
between scenarios. Some point cloud tupples were retained from evaluation, due
to one of two reasons — a wrong registration or a lack of data points. The first
problem — wrong registration, occurs when one of the sensor point clouds is not
properly aligned to the reference data. As such occasions are rare and data was
collected in a redundant fashion (five point clouds for each position), the wrongly
registered tupple was removed from further evaluations. The second problem —
lack of data points, was encountered at several of the chosen positions. The logging software used (the utility rosbag from the ROS suite) occasionally did not
record any point clouds from the Kinect sensor. Thus, several positions were not
considered at all in the evaluation. Figures 5(d)—5(f) show the MSE of each of
the sensors at the used positions. Distance to the target increases on average after
every five trials, shown on the x axis. The MSE was computed by comparing every test sensor point to the closest reference sensor data point and is indicative of
the variance and bias in each sensor.
By analyzing the plots in Figure 5, several conclusions can be drawn.
• The aLRF sensor exhibited the highest true positive rate, while keeping the
false positives to a minimum, over all three scenarios. While this result was
18

(a)

(b)

MSE plot Container 1 Ground Truth

MSE plot Container 2 Ground Truth

MSE plot Container 3 Ground Truth
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Figure 5: Results from the evaluation procedures in a ground-truth enabled scenario. ROC plots for the three setups are shown in Figures 5(a) to 5(c). The
areas signify the variance around the mean ROC curves, produced by each sensor
model. Mean squared errors (MSE) plots at each of the sampled point clouds are
shown in Figures 5(d) to 5(f).

expected, the true positive rate is not optimal and leaves room for improvement. Looking at the MSE plots for the aLRF system, the errors recorded
are also higher then expected (but within the limits of the SICK LMS200
according to the data sheet). The errors are particularly higher in the cases
when the distance to the target is greater (higher trial number). One possible
explanation for this behaviour of the aLRF system is due to non-overlapping
regions of the environment and occlusions in the ground truth set. The production of accurate and well-overlapping data from the reference models
has proven to be a difficult task in this work and makes a case for comparing sensors directly to each other.
• The Kinect and SR4000 sensors exhibit similar performance, with largely
overlapping ROC areas and MSE curves, though the Kinect performs slightly
19

better. Notably, the SR4000 sensor was used in a conservative manner, with
internal filtering of low-confidence and low amplitude points. Thus, while
the SR data has statistically similar errors, the sample size is much lower
then that of the Kinect.
• The Fotonic B70 ToF camera exhibited the highest MSE rates and a slightly
lower ROC curve performance. While the high variance and noise in the
Fotonic B70 samples are evident, a large portion of the noise manifests as
spurious error measurements. An intensity-based filter, like the one present
in the SR4000, would likely reduce the frequency of such spurious measurements and substantially decrease the MSE for this sensor.

4.2

Evaluation in an Uncontrolled Environment

In addition to the three precisely known setups from the previous sub-section,
three more complicated setups were installed in the mock-up container. Pictures
of each of the three scenarios, along with sample point clouds from the test data
sets are shown in Figure 6. Notably, these three additional scenarios include more
chaotic object arrangements and more difficult to model objects, like coffee sacks.
The results of the evaluation procedure are summarized in the same way as in the
previous subsection and shown in Figure 7. In order to generate these plots, the
aLRF point clouds were used as a reference scan (Pr ). The results of all six setups
are discussed in the following paragraphs.
Figures 7(a)—7(f) show the ROC plots and MSE curves for the same three
scenarios, considered in the previous subsection. As a difference from Figure 5,
the reference sensor information does not come from a ground-truth geometrical
model. Instead, the aLRF point clouds are used as a reference scan, against which
all other sensors are compared. As the ROC plot scales are kept the same, it is easy
to compare the performance of the sensors to the results obtained in the previous
subsection. First, the aLRF sensor naturally performs much better, as the data
from that sensor is used both for model construction and for testing. Thus, the
aLRF results are only shown to give an indication of the best possible achievable
performance and provide a baseline for the other three sensors. All three sensors
evaluated show a spread in the achieved results, larger then the one registered in
the previous subsection. The overall trends are, however, similar, with a notable
degradation of results at greater distances from the target. The SR4000 obviously
can attain the best results, noted as before, however, over a sparser point sample.
The performance of the Kinect sensor, compared to the SR 4000 and Fotonic B70
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(a) “Container 4”

(b) “Container 5”

(c) “Container 6”

(d)

(e)

(f)

Figure 6: Photos (6(a)-6(c)) and sample point clouds (6(d)-6(f)) from the three uncontrolled container goods setups. The resulting data sets are labeled “Container
4” — “Container 6”.

is worse then in the corresponding ground truth evaluation, notably so at greater
distances from the target scene.
Figures 7(g)—7(l) show the ROC and MSE plots for the remaining three, more
challenging scenarios. Overall, the performance of the three integrated range sensors is consistent with the results, obtained on the previous three setups. Scenarios
four and six result in slightly lower performance for all of the evaluated sensors,
with a notable degradation of the SR4000 in both ROC and MSE plots for the
fourth container scenario. A large role for the higher errors in these two scenarios
is the fact that most of the objects in both scenes are located in the back of the container, thus effectively increasing the distance to target. The results for container
scenario four were also generated from fewer point scans — only those at distance
1, 1.5 and 2.5m from the front of the container, due to the problem with logging
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Figure 7: Results of comparison in uncontrolled environments. ROC plots for
containers 1-3 in 7(a) to 7(c) and 4-6 in 7(g) to 7(i). MSE plots over all scans in
7(d) to 7(f) and 7(j) to 7(l) respectively.
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MSE plot Low Range Scans
0.014

Kinect
Fotonic B70
SR 4000

mean squared error (m)

0.012

0.01

0.008

0.006

0.004

0.002

0

0

5

10

15

20

25

trial number

(a)

(b)

Figure 8: ROC plots (8(a)) and MSE plots (8(b)) over all point scans in the
“Container 1” — “Container 6” data sets at less then 1m from the front of the
container.

Kinect data discussed previously. The high errors in the SR4000 performance occurs at distance of 1.5 and 2.5 meters from the front (or 3.9 and 4.9 meters from
the back) of the container and close to the theoretical maximum sensor range.
As noted previously, many of the errors in the three evaluated sensors stem
from the high distance to the target. Thus, a separate evaluation, only considering
point clouds collected at ranges of up to 1m from the front of the container, was
performed. The ROC and MSE plots, generated from the low-range scans of
all six setups, are shown in Figure 8. The mean squared errors for each of the
scans are relatively low, as expected by consulting the individual MSE plots from
Figure 7. The difference can, however, be best spotted in the ROC plots for each
of the sensors, as shown in Figure 8(a). All three sensors achieve higher maximal
true positive rates, and a lower overall variance. The change is most visible for
the Kinect sensor, whose performance improves considerably, outperforming the
Fotonic B70 and closely matching the average performance of the SR4000.

5

Discussion

In this part of the report, the accuracy of three integrated 3D range sensors — the
SwissRanger SR-4000 and Fotonic B70 ToF cameras and the Microsoft Kinect
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structured light camera, was compared to that of an actuated laser range sensor.
The three devices evaluated can deliver high frame rates and dense range measurements, but none of them has an accuracy similar to that of the laser system. A
notably different conclusion can be reached when explicitly considering environments of constrained size. When all range measurements are concentrated within
a sphere of radius 3 meters, the Microsoft Kinect sensor has an accuracy, close
to the one obtained by the actuated laser sensor. Accordingly, when considering
smaller environments the Kinect sensor can be directly used as a high data rate,
rougher accuracy substitute of an aLRF system. On the other hand, if the expected
range to the targets of interest is higher than three meters, the SR-4000 and Fotonic B70 sensors would be better choices then the Kinect. In the RobLog system,
the range to the scanned targets is not expected to exceed the reach of the endefector of the robot and should be bellow 3 meters. Thus, the MS Kinect camera will
be used in the project as a cheap, high frame rate alternative to the aLRF system.
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Part II

Application Specific Sensor
Evaluation
6

Introduction

The work presented in this part is dedicated to evaluating the utility of some commercially available 3D ranging sensors in the context of object recognition. The
same sensor array, evaluated in the previous part — an actuated SICK LMS-200
laser range finder, two time-of-flight cameras, Fotonic B70 and SwissRanger SR4000, and a Microsoft Kinect structured light camera, were selected for evaluation. Although distance accuracy is an important parameter, it is not the only
factor determining the utility of using a sensor in the context of object detection
and pose estimation. Field of view, point cloud density, the level and type of
noise, and the amount of distortion are other important factors affect the process
of object detection. The main purpose of this part is to evaluate and compare the
practical use of the mentioned 3D ranging sensors for 6 degree-of-freedom pose
estimation of objects inside containers. An application of a similar aLRF sensor to recognize the sack-shaped goods in containers was studied and reported by
Kirchheim et. al. Kirchheim et al. [2008]. We limited the objects category to
include two other popular product packaging in industry – carton boxes and tires.
The mock-up container, constructed at Orebro University and used in the previous
part of the deliverable, was again used to simulate the real container environment.
Different arrangements of the objects in the mock-up container were scanned at
different distances by all sensors, creating an evaluation data base.
To compare the performance of the evaluated sensors, one state-of-the-art,
open source 3D object recognition and pose estimation method was selected as a
benchmark. The preliminary results, obtained using this algorithm, will be further
extended with tests of the object detection system, developed within Work Package 3. Thus, the results obtained by the selected object detection algorithm can
also be viewed as a baseline for comparison of future approaches. The selected
benchmark algorithm is proposed by Detry and Piater Detry and Piater [2010]
in the article Continuous Surface-Point Distributions for 3D Object Pose Estimation and Recognition. The method learns object models, based on single views
allowing for partial object models. The algorithm is particularly suited for detec25

(a) Cuboid templates

(b) Tire templates

Figure 9: Object templates for a sample carton box and a tire.
tion of objects in cluttered scenes, which is of extreme importance in automated
unloading of containers. It is demonstrated that the performance of this probabilistic approach is at least as well as other state-of-the-art algorithms on public
data sets (see evaluation section in Detry and Piater [2010]). These properties
of the method, as well as the availability of the original implementation of the
algorithm, motivated us to select it as a benchmark for these preliminary evaluations. Further work within this package will attempt to evaluate multiple other
3D object detection algorithms on the same data sets presented in this report. The
performance of different algorithms will offer us further insight into the desirable
properties of the evaluated sensors, and further motivate the choice of sensors for
the RobLog manipulator.
This part of the report proceeds with a description of the evaluation process in
section 7. The collected data sets and preliminary results are presented and analyzed in section 8. Finally, section 9 provides concluding remarks and a summary.

7
7.1

Evaluation methodology
Object templates

For the purposes of the object detection algorithm, synthetic geometric models
were used to create view-specific object templates. We selected a simple cuboid
to represent carton boxes, and a combination of cylinder and circles to create templates representing tires. Next, points on the surface of each model were sampled,
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Kinect
Fotonic B70

Actuated LRF LMS-200
SwissRanger SR-4000

(a) Sensors board

(b) Experimental setup

Figure 10: (a) 3D ranging sensors board. (b) Experimental setup in action
creating discretised synthetic views of each object. This capability of rapid template generation from generic object models will be further explored in future
work on object detection systems in WP3.
We selected a set of cuboid templates including models with 2-sides, 3-sides
and 4-sides. Tires are more symmetric shapes, where any rotation about their
cylinder axis just represents one of infinitely many conventions for associating a
reference frame. This motivated us to select fewer templates for tires – half size
and full size models. Each object template is then sampled and artificial Gaussian
noise is added to simulate more accurately real-world sensor data. Figure 9 shows
the templates used in this evaluation.

7.2

Evaluation Criteria

Three criteria are used to evaluate the application of sensors in the context of
object detection to create a common basis for comparison – success rate, pose
accuracy and robustness.
For each target object in the scene, a unique ground truth pose is created manually. We define the error in the position to be the Euclidean distance between
the ground truth reference point of the template in the scene and its estimated position. For the orientation error, we measure the angle between the ground truth
reference frame in the scene and its estimated transformation. If the position and
orientation errors are both less than user defined thresholds (see section 8), the
returned pose is accepted as successful detection. Thus, success rate refers to the
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percentage of objects in each test run that have been correctly detected, while pose
accuracy refers to the the accuracy of the estimated position and orientation of the
successfully detected objects. Finally, the robustness criterion represents a qualitative evaluation of the consistency in performance over different distances and
target object arrangements.
It is worth noting that due to their symmetry, the selected target objects do
not have an associated unique reference frame. As there are more than one pose
conventions identifying the same object pose, the object pose obtained by the
benchmark algorithm is compared against all possible valid reference frames of
the object’s templates.

8

Results

In our experimental setup, the four 3D ranging sensors were rigidly installed on a
board and mounted on a portable stand. In order to give them fair field of view,
the height of the sensors board was set to be approximately equal to the middle
height of the container. Figure 10 shows the sensors board and the experimental
setup. We used factory settings and calibration for TOF cameras, Fotonic B70 and
SwissRanger SR-4000, pre-calibration of SICK LMS-200 laser range finder and
provided depth calibration for the Kinect sensor by OpenNI API 1 . Table 3 shows
the parameters of the 3D ranging sensors in our experiment.
The pose estimation algorithm allows the user to set the number of the model
points to be considered which was set to use all the points of the template. The
floor, ceiling and walls of the container in the scene point clouds were segmented
and removed manually, since the container itself is not of interest. Considering
the object dimensions and possible grasping points, the thresholds for the position
and orientation of successful detection were set to 10 cm and 5◦ . These settings
were preserved for the whole experiment.

8.1

Data sets

Figure 11 displays the different arrangements of objects (or scenarios) for carton
boxes and tires. Three single and two multiple carton boxes as well as a complex scene consists of a few tires, carton boxes and one coffee-sack, construct
the database of the carton box scenarios. Similar database created for tires in
1

http://www.openni.org
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Table 3: Sensor Parameters
Actuated LRF LMS-200
- FOV (h×v): 180◦ × 45◦
- Resolution: 181 × 850 (150k average points per scan)
- Density (horizontal/vertical): 1 × 18.8 pts/deg
- Maximum Range: 8m
- Frame Rate: 0.1Hz
The Kinect sensor
- FOV (h×v): 57◦ × 43◦
- Resolution: 640 × 480 (220k average points per scan)
- Density (horizontal/vertical): 11.2 × 11.2 pts/deg
- Maximum Range: 3.5m
- Frame Rate: 29Hz
SwissRanger SR-4000
- FOV (h×v): 43◦ × 34◦
- Resolution: 176 × 144 (25k average points per scan)
- Density (horizontal/vertical): 4.1 × 4.2 pts/deg
- Maximum Range: 5m
- Frame Rate: 35Hz
Fotonic B70
- FOV (h×v): 70◦ × 50◦
- Resolution: 160 × 120 (19k average points per scan)
- Density (horizontal/vertical): 2.3 × 2.4 pts/deg
- Maximum Range: 7m
- Frame Rate: 25Hz
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which two groups of arrangements were considered. In the first group there is
no connection between tires whereas the second group simulates some practical
arrangement of tires inside containers.
For each scenario, 10 complete scans captured by the sensors at six distinct
distances (from 50 cm to 300 cm) to the container. Transformations between the
sensors frames were obtained by 3D-NDT registration Stoyanov et al. [2012a],
since mechanical measurements to obtain precise rigid motion of the sensors is
practically infeasible. The registration method was also utilized to acquire the
relative change in position and orientation of the sensors board at each distance
step.

8.2

Comparison

Figure 12 shows results for success rate and pose accuracy of each target scenario. Four sensors are grouped at each distance and identified by a unique color.
The top graph in each sub-figure depicts the success rate, whereas the middle and
bottom graphs display the mean and standard deviation of the position and orientation errors of inliers. At the right side of the graphs, the corresponding overall
performance is illustrated. A missing bar at a distance means that the number of
the successfully detected object was less than 4, which is the selected threshold
for detection frequency to be included in the graph.
It should be mentioned that we experienced crashes in the benchmark object
detection algorithm for some template-scenario pair of data. Not adequately dense
point clouds cause a failure in normal calculation, whereas a memory allocation
error occurs for too many points. To make the evaluation fair, we took into account
such crashes in the benchmark program as an unsuccessful detection.
Single-Carton-Box-Scenarios Figure 12(a) shows the results for scenarios in
which there is a single carton box with three different positions and orientations
(see Figures 11(a),11(b) and 11(c)). It can be seen that aLRF produces a constant
performance (20% success rate on average) over the entire distance range. The
Kinect sensor generates the highest success rate, which is 60%, between 2.0m to
2.5m away from the container and an overall performance of 24%. The performance of TOF cameras starts growing up (from 3% to 53% for Fotonic B70 and
from 19% to 50% for SwissRanger) as the distance increases. Although, this rate
falls down to 35% at the distance step 3.0m which is the edge of maximum usable
range of SwissRanger. It is worth noting that the only sensor managed to produce
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

(j)

Figure 11: Different arrangements of the objects. [(a),(b),(c)] Single carton box
with different position and orientation. [(d),(e)] Multiple carton boxes. [(f),(g)]
No connection between tires. [(h),(i)] Some practical arrangements of tires inside
containers. (j) complex scenario.
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Single Carton Box Scenarios

Multiple Carton Boxes Scenarios
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Figure 12: Results.
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some performance at the closest distance (0.5m) is Fotonic B70 with the widest
filed of view (see Table 3). The overall position errors of the detection, based on
each sensor are comparable, with a mean value of 5.56cm and standard deviation
of 0.27cm. In contrast, the error in orientation is variable. For the data generated
by Kinect and aLRF, the orientation error (1.3◦ ) is less than for two TOF cameras.
Multiple-Carton-Box-Scenarios We refer to the arrangements of more than
one carton box in containers (see Figures 11(d) and 11(e)) as multiple-cartonboxes-scenarios. The observation of the results presented in Figure 12(b) shows
that the performance of the aLRF is slightly varying over the entire distance range
(8.5% on average) and is not as constant as in the previous case. The Kinect sensor produces the peak performance at 2.5m, which is 37% in comparison to 60%
for the single-carton-box-scenarios. The success rate for Fotonic B70 fluctuates
over all the distances and as the two previous sensors, shows a decrease on average performance (10%). The highest rate along the distance axis, which is 63%
at 2.5m, and on average (23%) belongs to SwissRanger which is the only sensor
that maintain its performance and presents the minimum position error (4.6cm).
The minimum orientation error (1.2◦ ) is produced by the Kinect sensor. Overall,
the performance of the algorithm on all sensor data is halved, suggesting major
difficulties in distinguishing between different target objects.
Tires-Group-1-Scenarios This group consists of two scenarios illustrated in
Figures 11(f) and 11(g) in which there is no connection between tires. The first
observation from Figure 12(d) is that, there is no success rate for TOF cameras.
Looking at the generated point clouds by the sensors revealed that SwissRanger
provide few points for tires. The dark surface of tires absorbs significant part of the
IR light and hence a weak reflection cannot be detected by the sensor. In contrast,
Fotonic B70 generates noise and “jump edge responses” around tires. The aLRF
produces a maximum 20% success rate up to one meter, while the Kinect sensor is
more promising with a peak success rate of 50% at 1.5 m. The minimum position
and orientation errors, which are 4.6 cm and 2.8◦ respectively, are generated by
the Kinect sensor.
Tires-Group-2-Scenarios The scenarios in Figures 11(h) and 11(i) are considered in this group. In contrast to the group 1, the arrangements of tires represent
some degree of occlusion. The graph in Figure 12(e) displays the results. The
point clouds generated by TOF cameras suffers from the issue of dark surfaces as
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mentioned above. However, from analyzing the corresponding point clouds generated by SwissRanger, the compression of tires (specially for the scenario 11(h))
at the closest distance (0.5 m), can reflect adequate IR light from tires, in turn,
some performance (15%) appears at this distance. The Kinect sensor, similar to
the previous case, shows the highest rate at the distance 1.5 m. It is noticeable
that the aLRF is the only sensor with an average success rate of 25% at all the
distances, the overall position error of 8 cm and the overall orientation error of
2.4◦ .
Complex-Scenario In the complex scenario (see Figure 11(j)), different type of
objects are chaotically stacked in the container. The target objects to be recognized
in the cluttered scene, are the carton boxes. It can be seen that TOF cameras have
the best operation in this scenario (23% on average for SwissRanger and 17% on
average for Fotonic B70). But Kinect is produced the minimum overall position
and orientation errors, which are 5 cm and 1◦ respectively.
Overall Performance Figure 12(f) represents the performance of the sensors
over all of the above scenarios. It is noticeable that the overall success rate is below 25% for all the sensors, suggesting that the chosen object detection algorithm
has major difficulties in detecting with feature-poor target objects. SwissRanger
has the highest success rate (22.5%) with a position error of 5 cm and a orientation error of 1.6◦ . The second best performance (18%) is obtained by the Kinect
sensor with a position error of 5.5 cm and a orientation error of 1.4◦ . Fotonic B70
and aLRF have similar performance (14.5%).

9

Discussion

This article presented an application based approach to compare the utility of recently introduced 3D ranging sensors in the context of object detection and pose
estimation, which is a fundamental task for robotic systems manipulating objects.
Since the utility of the sensors cannot be directly inferred from their distance
measurement accuracy, providing different scenarios of the arrangement of carton
boxes and tires inside a mock-up container, a probabilistic 3D pose estimation
method was used to examine their practical performance. The results were analyzed against three criteria, success rate, pose accuracy and robustness.
The selected two TOF cameras, Fotonic B70 and SwissRanger SR-4000, with
good operation in carton box scenarios, almost failed to show any performance for
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detection of tires with dark surfaces. Actuated laser range finder, SICK LMS-200,
and the Kinect sensor showed the most robust performance and represented less
error in the estimated orientation of the object.
While the results illustrate the utility of the sensors, further improvements of
the evaluation by taking into account more type of objects and their templates,
scenarios and benchmark algorithms will be pursued as future work.
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Part III

3D Range Sensor Calibration
10

MS Kinect Calibration

Recently introduced low-cost structured light ranging sensor, Kinect from Microsoft designed originally for the game console XBOX 360, became popular in
computer vision community due to its capability to produce dense point clouds
with associated color data. Kinect is based on software technology developed internally by Rare 1 , a subsidiary of Microsoft Game Studios owned by Microsoft,
and on range camera technology by PrimeSense 2 . The principle operation of the
Kinect sensor is based on triangulation over an infra-red (IR) projection pattern.
Kinect is equipped with a RGB camera, an IR camera and an IR projector. They
are arranged along a vertical axis such that the RGB camera is between the IR
camera and IR projector, see Figure 13.
Although the developer of depth sensor, PrimeSense has not published the
technique of depth estimation, some reverse engineering efforts 3 revealed some
facts based on which the depth is measured.
The IR projector provides a memory-saved fixed pseudo-random pattern (see
Figure 14) which is perceived by the IR camera (an Aptina MT9M001) at 30 Hz
frame rate and with a resolution of 1280 × 1024. For each pixel in the IR image,
a small correlation window (9x9) is used to compare the local pattern at that pixel
with the memorized pattern at that pixel. By triangulation over the detected pixel
coordinates of the IR projector pattern, a depth map can be obtained. It is worth
nothing that if the Kinect sensor uses 2 × 2 binning of IR image, then the reduced
resolution becomes 640×512 while Kinect returns a 640×480 raw disparity image.
Furthermore, the obtained depth image is rectified and thus, it is not possible to
apply the IR camera calibration parameters directly. Thus, in order to correct the
depth image, a separate set of camera parameters have to be estimated.
1

http://www.rare.co.uk
http://www.primesense.com
3
http://www.ros.org/wiki/kinect_calibration/technical
2
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Figure 13: The Kinect sensor from Microsoft

Figure 14: Psedo-random IR pattern generated by the Kinect sensor projector.
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10.1

Calibration

To estimate the required parameters to calculate precisely a point cloud from the
provided depth map, we propose to use the RGB camera intrinsic parameters to
relate matching points between the depth and RGB images and solve for unknown
intrinsic parameters describing the depth image. A common approach to calibrate
the optic of a camera is the so-called checkerboard method. Although it is possible
to use the same set of parameters obtained from calibration of the IR camera, calibrating the RGB camera has some practical advantages. First, to find the matching
points in the IR image, a rather strong source of IR light is required. Second, we
should prevent the IR projector pattern from interfering with the scene (which is
not a problem with RGB camera). Moreover, since the both IR and RGB cameras
provide the same resolution, we obtain the same sub-pixel accuracy for corner
detection of the checkerboard. However, the method we propose can use the IR
camera parameters and IR image for the estimation of the mentioned parameters.
An imaginary depth camera is assumed to exist along with the existing RGB
camera such that there is neither rotation nor translation along z-axes between
provided image planes, see Figure 15(a). The method requires (at least) three
matching points in two images. We used the setup shown in Figures 15(b) and
15(c) in which a checkerboard is sitting on a chair with a clear distance to the wall
behind it. Extracting (at least) three corresponding corners of the board in both
images, can be used as candidates in calibration process.
Our experience in calibration of some Kinect sensors shows that the assumption of zero skew factor for the RGB camera is valid. Hence, in the process of
calibration of the RGB camera, we consider only the camera matrix parameters
( fuc , fvc , uc0 , vc0 ) where fuc and fvc are the focal lengths in pixel-coordinate and (uc0 , vc0 )
is the principal point. Note that the RGB camera is denoted by the index character
c which stands for “color” while the character d stands for the imaginary depth
camera.
For each matching point with pixel-coordinate (ui , vi ) and the distance of di to
the image plane, the corresponding world coordinate in the image plane frame can
be calculated as,
xi = (ui − u0 ) di
fu
d
yi = (vi − v0 ) i
fv
zi = di
Since the depth value of each matching pixel in the depth image can be used as
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(a)

(b)

(c)

Figure 15: (a) Image planes. (b) depth image and (c) RGB image taken from
Kinect.
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the depth value for the corresponding pixel in RGB image - no translation along zaxis - the equations relate the intrinsic parameters of the imaginary depth camera
to the known parameters obtained from RGB camera can be written as,
ud − ud
xic + T x
= i d 0
di
fu
c
yi + T y
vdi − vd0
=
di
fvd
where T x and T y are translations along x- and y-axes between two image
frames. Above system of nonlinear equations for given three matching points
(i = 1, 2, 3) is solved numerically (e.g. using Matlab function fsolve) to estimate
the imaginary depth camera parameters ( fud , fvd , ud0 , vd0 ) and the translation vector
[T x , T y , 0]T .
Using more matching points in addition to taking pictures from different point
of views can improve the estimation accuracy by applying an optimization algorithm to minimize the overall error. However, the main challenging point is
to find precisely matching points in two images. In our experiment, such points
were extracted manually which is a tricky and time consuming task. Therefore,
an automated algorithm to be able to extract corresponding points reliably in two
images is required. Special 3D object shapes for calibration might help to find the
matching points in both manually and automated approach.

11
11.1

Kinect Noise Model
Introduction

Currently available 3D range sensors can provide a dense and accurate representation of an environment; however, their measurements are still prone to noise. The
measurement errors have to be modeled properly for successful further processing
of collected data.
The sources of these errors for 3D laser-range-finders were investigated already two decades ago by Herbert et al. Hebert and Krotkov [1992]. Most of the
problems discussed in this work are still relevant to modern devices. A comprehensive study on TOF cameras can be found in A. Kolb and Larsen [2010], Rapp
[2007]. In general, the measurement noise consists of a systematic and a random
component. The former is reduced by a calibration process, which is discussed
thoroughly for different types of sensors in a recent literature A. Kolb and Larsen
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[2010], Rapp [2007], Lindner and Kolb [2006], Kim et al. [2008], Stone et al.
[2007].
After calibration process is done, it can be assumed that the remaining systematic error is insignificant compared to the random noise and that the directions
of the measurement beams are known accurately. The rest of the noise along a
beam is mainly caused by photon shot noise. A recent discussion on this noise
for different range sensing techniques can be found in Seitz [2008]. It was shown
in theory Hebert and Krotkov [1992] and confirmed experimentally Kim et al.
[2008], Anderson et al. [2005] that photon noise causes the following standard
deviation in range measurements
σ(ρ̄, γ, n̂ · m̂) =

σ̂(ρ̄)
,
g(γ, |n̂ · m̂|)

σ̂(ρ̄) , θ2 ρ̄2 + θ1 ρ̄ + θ0 ,

(1)

where g is an arbitrary function, ρ̄ is the ground-truth range, γ is the reflectance
of the target surface, n̂ - surface normal at the measured point and m̂ - the direction
of a beam. Here the polynomial σ̂(ρ̄) is written in a general form - the authors of
Hebert and Krotkov [1992], Kanazawa and Kanatani [1995] used linear relation
for 3D laser-range-finders and authors of Kim et al. [2008], Anderson et al. [2005],
Prieto et al. [1999] assumed only quadratic term for time-of-fight cameras. A
recent work Khoshelham and Elberink [2012] derived and showed empirically
that the random noise of the measurements made by the Microsoft Kinect sensor
increases quadratically with respect to the range. The authors however do not
examine the effect of the incidence angle in detail.
This paper investigates a sub-class of the models defined by the eq. 1, where
g(γ, |n̂ · m̂|) = |n̂ · m̂| i.e. the measurement noise is dependant on the range to the
sampled surface and is inversly proportional to the cosine of the incidence angle
of the measurement direction and the surface normal.
We assume that the measurement ρ returned by a sensor along the measuren

o
ment direction m̂ is a random variable with Gaussian distribution - ρ ∼ N ρ̄, σ2 ρ̄, n̂ · m̂ .
Where ρ denotes the true range. As discussed in the introduction we model the
standard deviation as a function of the true range and incidence angle
 


 
σ̂ ρ
σρ ρ, n̂ · m̂ =
, σ̂ ρ , θ2 ρ2 + θ1 ρ + θ0 .
(2)
|n̂ · m̂|
We can describe the tangent plane to the surface at the measured point r = ρm̂
using the equation of a plane n̂ · r − d = 0, where d > 0 is the distance to the origin
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of the sensor’s coordinate frame and r an arbitrary point lying on the plane. Since
the point r lies on the tangent plane the true range has the following relation to the
plane’s parameters
ρ=

11.2

d
.
n̂ · m̂

(3)

Estimation of Plane Parameters

Here we summarize our previous work on the plane fitting Pathak et al. [2010],
Vaskevicius et al. [2010], Vaskevicius [2008], which will be later used for the detection of planar surfaces and the estimation of the normal vectors at the measured
points.
Assume that the sensor returned a point-cloud r j = ρ j m̂ j , j = 1 . . . N, where,
m̂ j are the measurement directions for the sensor, usually accurately known, and
ρ j are the respective ranges which are noisy. Based on the noise model described
in the previous section the likelihood of plane-parameters (n̂, d) given range sample ρ j along measurement direction m̂ j is
 1 (ρ − d/n̂ · m̂ ) 
i
j
exp −
p(ρ j |n̂, d, m̂ j ) = √
2
2 σ [ρ̄ j , n̂ · m̂ j ]
2πσ[ρ̄ j , n̂ · m̂ j ]
1

(4)

From equations (2) and (4) we get the following log-likelihood function
L=K−

N
X
j=1

N
σ̂(ρ̄ j , n̂ · m̂) 1 X
[(n̂ · m̂ j )ρ j − d]2
log
−
|n̂ · m̂ j |
2 j=1
σ̂2 (ρ̄ j )

(5)

L has to be maximized w.r.t. n̂, d. This can not be handled analytically, especially
as σ is a function of n̂·dm̂ j , therefore we make the assumption σ̂(ρ¯j ) ≈ σ̂(ρ j ). We
define σ̂ j , σ̂(ρ j ) and note that σ̂ j is now no longer a function of ρ̄ j and hence
of n̂ and d. Using Eq. (5) and ignoring the constant terms together with the sum
of logarithms we get Approximate Least Squares Problem (ALSP) Pathak et al.
[2010] formulation

2
N
X
n̂
·
r
−
d
j
1
(6)
max LALSP = −
n̂,d
2 j=1
σ̂2j
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Now we have a constrained optimization problem which can be solved using Lagrange multipliers. It can be shown Pathak et al. [2010] that the optimal value for
the distance to the origin is
PN 1 !
j=1 σ2 r j
j
∗
∗T
∗T
d = n̂
(7)
PN 1 = n̂ rG .
j=1 σ2
j

By substituting d∗ in (6) we get that the optimal orientation of the unit normal vector n̂∗ is the eigenvector corresponding to the smallest eigenvalue of the positive
P
semi-definite weighted scatter matrix M = Nj=1 σ12 (r j − rG )(r j − rG )T .
j

The Hessian of log-likelihood function evaluated at the optimum is
" ∗
#
Hnn H∗nd
∗
H =
∗
H∗T
nd Hdd

H∗nn

= −

N
X
r j rTj
j=1

H∗nd

=

N
X
j=1

σ2j

+

"X
N
j=1

#
n̂∗T (r j − rG )(n̂∗T r j )
I3
σ2j

(8)

(9)

N
X
rj
1
∗
, Hdd = −
2
σj
σ2j
j=1

Then the covariance matrix is Sivia [1996]
Cn̂,d = −(H∗ )+

(10)

H∗ has a zero eigenvalue in the direction of (n̂∗ , d∗ )T therefore Moore-Penrose
generalized inverse has to be used. More detail on the properties of the uncertainty
in the estimated parameters are described in Pathak et al. [2010].

11.3

Noise Model Estimation

For the sensors with constant measurement directions across the different scans
(e.g. time-of-flight cameras, Microsoft Kinect sensor, etc.) there is a possibility to
evaluate sensor noise model empirically by recording a static scene several times
while keeping the sensor at a fixed position.
Suppose K measurements ρi, j , j = 1 . . . K were taken per measurement direction m̂i , i = 1 . . . N. Then, the ground-truth measurement ρi can be estimated
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P


by the sample mean ρ̃i = K1 Kj=1 ρi, j and the noise σ ρi , |n̂i · m̂i | by the sample
T
1 PK
2
variance σ̃2i = K−1
j=1 (ρi, j − ρ̃i ) . An example scatter plot of (ρ̃i , σ̃i ) points for
the Kinect sensor can be seen in the Fig. 18(a).
Although this relation gives a good indication of the noise dependency with
respect to the range, the estimate σ̃ is also effected by the incidence angle between
the measurement direction and the surface normal. To evaluate this effect, the normals at the sampled points have to be estimated. For that, local normal estimation
techniques Badino et al. [2011] can be used on the de-noised mean range image
{r̃i = ρ̃i m̂i | i = 1 . . . N}. In our experiments for the estimation of the surface normals we have used a sliding window of a fixed size with ALSP plane fitting (sec.
11.2) and the assumption of a constant Gaussian noise.
Once the triplets hρ̃i , σ̃i , n̂i i are estimated, the noise model parameters θ can be
taken as the least squares solution to the following overspecified system of linear
equations
 T 


 ρ̃1 
 σ̃1 |n̂1 · m̂1 | 
 . 


..
 ..  θ = 

.
 T 


ρ̃N
σ̃N |n̂N · m̂N |
| {z }
|
{z
}
A

(11)

b

where ρ̃i , (ρ̃2i , ρ̃i , 1)T . The solution which minimizes the sum of squared residuals
kAθ − bk2 is θ = (AT A)−1 AT b.

11.4

Experiments

We have applied the procedure described in the previous section for the evaluation of the Kinect sensor. The setting of the experiment is shown in Fig. 16(a).
The mean range (Fig. 16(b)) and standard deviation images (Fig. 16(c) and Fig.
16(d)) were accumulated by performing 45 scans of a typical scenery during the
container unloading task. The scatter plot of the empirically estimated standard
deviation and mean ranges is shown in Fig. 18(a). The high variance points in
the range less than 4000mm are most likely caused by the measurements at the
edges of the parcels. The far away points (out of the optimal operating range of
the Kinect sensor ρ > 5000mm) are the samples from the background scenery
visible through the transparent parts of the container.
The surface normals were estimated using 15 × 15 sliding window on the averaged range-image and ALSP plane fitting (sec. 11.2) with the assumption of
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(a) Container filled with parcels at BIBA - Bremer Institut für Produktion und Logistik GmbH
- research center.

(b) Mean range-image of 45 scans taken at the
scene shown on the left.

(c) Standard deviation of range measurements (d) Standard deviation image after applying log
as gray-scale image.
transform to enhance the contrast in the low intensities range.

Figure 16: Empirical noise evaluation of the Microsoft Kinect sensor within the
context of container unloading scenario. 45 scans were taken while keeping the
sensor at a fixed position. Pixels which had less than 45 measurements were not
included in the noise model estimation. They are shown as colored pixels in the
sub-figure 16(d)
.

45

Figure 17: The remaining points after applying 100 mm2 threshold to the mean
squared residual error of the local plane estimate. The left side of the figure shows
the distribution of the residual error across the scan. The brighter pixels correspond to a higher residual error. The log transform was used to enhance the
contrast in the low intensities range.
a constant Gaussian noise across the window as discussed earlier. To reduce the
effect of the structural error when fitting a plane to a local neighborhood containing points from two or more surfaces we have sorted all the plane estimates by
the residual error and manually selected the threshold to remove the outliers. The
distribution of the residual error and the remaining points used for the noise model
estimation is illustrated in Fig. 17. The blue points in Fig. 18(a) denote statistical
estimates which were used for the computation of the noise model parameters.
Figures 18(b) and 18(c) indicate the influence of incidence angle to the precision
of the range measurements. However, more conclusive experiments need to be
done in the future to evaluate this effect.
Based on the theoretical model derived in Khoshelham and Elberink [2012]
for the Kinect sensor, we used only the quadratic term θ2 in the noise model estimation. The two estimated polynomials for the cases when cosine of the incidence
angle was included in the noise model, θ2 = 4.6 · 10−7 mm−1 , and when it wasn’t,
θ2 = 8.2 · 10−7 mm−1 , are plotted in Fig. 19. For the first case the avarage residual
error was 3.6mm and for the latter 5.6mm. In addition, we have plotted the polynomial estimated in work Khoshelham and Elberink [2012] - θ2 = 1.43·10−6 mm−1 .
From the experiment above we can see that the noise in Kinect’s measurements
is increasing quadratically with respect to the range. This is consistent with the
results published in Khoshelham and Elberink [2012]. We have also observed
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(a) A scatter plot of (ρ̃, σ̃) points for the
scene shown in Fig. 16(a). The red
crosses denote the points which were not
used in θ estimation.
6

8

(b) A scatter plot of points for which
normal vectors were estimated. Color
represents cosine of the incidence angle
at the point.
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(c) A contour plot of standard deviation dependency on
range and incidence angle.

Figure 18: Standard deviation dependency on range and incidence angle.
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Figure 19: Estimated noise polynomials.
the influence of incidence angle between measurement direction and the surface
normal to the measurement precision. The quantitative effect of the incidence
angle will be evaluated in future work.

12

Actuated LRF Filtering

A laser range finder (LRF) suffers from a known phenomena called as “mixed
measurement” or “mixed point” that happen in transition of the laser beam from
one surface to another surface, i.e, at the edges of surfaces. The result appears as a
point in the middle of two surfaces. The main reason is that a part of laser beam is
reflected from one surface and simultaneously another portion is reflected from the
other surface. The integration of these two reflections make a wrong calculation
of distance in devices such as laser range finder that they use difference of phase
between the source and reflected signals. This effect is more noticeable in actuated
LRF where a 3D scanning reproduces a lot of mixed points at the edge of objects.
Figure 20(a) shows a point cloud generated by aLRF in one of our experiments.
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(a)

(b)

Figure 20: aLRF point clouds. (a) A lot of mixed measurements at the edges. (b)
The result of applying a mixed measurement filter.

12.1

Mixed Measurements Filter

To remove effectively mixed measurements (points) from the generated point
cloud, we considered the characteristics of such points. The first observation is
that they produce comparatively large beam-to-point angles formed by the associated beam and the line connects them to either the previous or the next measured
point, see the illustration in Figure 21 where P3 and P11 are two mixed measurements producing large angles α2 and θ11 respectively. This is necessary and not
sufficient condition to identify a point as a mixed measurement. Applying a filter
calculating the beam-to-point angles will remove a considerable portion of valid
points as well. Thus, an extra condition is required to effectively prevent valid
points from being removed by the filter. Analyzing of the first and second derivation of the ranges (ri ) revealed that mixed measurements produce a large value of
the second derivative. It should be mentioned that this is also a necessary and not
sufficient condition. However, observing the points of one horizontal scan shows
that for the most valid points with a large beam-to-point angles, the corresponding
second derivative of range values are low. Considering this behavior, motivated
us to combine these two conditions to effectively remove mixed points from the
point clouds while the most valid points are preserved. Figure 20(b) shows the
result of applying such filter to the point cloud shown previously in Figure 20(a).
Although the same approach of filtering is tempting to be applied for the points
collected in a vertical line, since the actual scan is performed horizontally, the
mentioned large beam-to-point angles cannot be seen in the data. Nonetheless,
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Background surface

mixed measurements
object surface

Laser Range Finder
Figure 21: Mixed measurements phenomena is illustrated. The points P3 and P11
are two mixed measurements producing large angles α2 and θ11 respectively.
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the second condition is still usable where large values of the second derivative of
ranges can be observed at mixed measurement points. As discussed earlier, this
non sufficient condition makes a considerable portion of valid points fall into the
filter to be removed. The result of applying the filter vertically to the horizontally
filtered pint cloud we obtained earlier (see Figure 20(b)) is shown in Figure 22.
As can be seen, in this case more valid points have been removed, but the survived points are more reliable which is of great important when applied to object
detection algorithms.

Figure 22: The result of applying vertical mixed measurement filter to the point
cloud filtered shown in Figure 20(b).
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Part IV

Concluding Remarks
This deliverable outlined the results obtained over the first year of work in Work
Package 3.

13

Sensor Selection and Placement

After analyzing the performance and properties of different sensors, a principal
decision was reached within the consortium, regarding the placement of sensors.
Due to the good close-range accuracy, high point sample density and high frame
rate, as well as low costs, the Microsoft Kinect camera has been selected as the
major primary perception sensor. Two Kinect sensors — one placed on the moving manipulator and one on the fixed robot base, will be used simultaneously to
cover a larger area of the container. In addition, an actuated Laser Range Finder
system will also be installed on the robot base and serve as a secondary perception
modality, augmenting the two Kinect sensors.

14

Future Work on Sensor Evaluation and Calibration

Future work in sensor performance evaluation and calibration will be performed
in a tightly coupled manner. Due to the selected configuration of sensors, several
important considerations will be the focus for the remainder of work in WP3. The
remaining major objectives of the sensing aspects in WP3 are:
• The Kinect calibration techniques proposed will be further investigated, integrated in a package and their effect on sensor accuracy will be evaluated.
• Further investigation of the error models proposed over different scenes,
with and without sensor calibration, will be conducted.
• Tests with two Kinect sensors, scanning the same area will be performed
• Tests of a moving Kinect sensor accuracy and noise will be performed and
respective correction algorithms investigated
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